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Summary

The CIREN/TransPAC2 project is operating within budget.
Indiana University was awarded a GENI grant to develop the GENI Meta Network Operations Center.
Daniel Doyle completed his summer REU activities related to development of the Traceroute tool.
The network connection to Pakistan became operational on August 14, 2008.
George McLaughlin has been hired as a consultant to develop TransPAC2 applications.
Williams attended a series of meeting in Nepal. 
Hicks, Williams, Peck and Sweeny attended and presented at the Joint Techs meeting in July and at the APAN meeting in August.
Progress continues toward implementation of TransPAC2 DCN capability between the US and APAN.
Hicks attended APAN meeting in New Zealand and conducted perfSONAR workshop with Internet2
Hicks attended the DCN workshop at the Interenet2 Joint Techs workshop in Lincoln
Hicks attended the perfSONAR and DCN development workshop in Ann Arbor.


Milestones and accomplishments

1. The network connection between the US and Pakistan became operational on 14-August-2008.  Details are contained in the Network Engineering section and the Pakistan section.
2. Daniel Doyle finished his summer REU activities.  Details are contained in the Summer REU section.
3. Williams attended the TEIN2 South Asia Feasibility Study meeting, the South Asia Network Operators Group meeting and the internet2 South Asia Special Interest Group meeting in Kathmandu, Nepal.  Details in the Pakistan and South Asia section.
4. perfSONAR was upgraded in Los Angeles and Tokyo
5. The Arbor Perkflow SP contract was renewed (and paid for by Internet2)

Network Engineering

After an outage on the TransPAC high-end HP breakout switch in Los Angels  caused the TransPAC2 10GE connection to PacificWave to be unusable because HP couldn’t provide a replacement optical interface quickly, TransPAC has procured a spare replacement which will be located onsite in Los Angeles.
In June, the TransPAC2 engineer upgraded the JunOS code on the TransPAC core router in Los Angeles to a new version which will provide greater supportability and features.
TransPAC2 engineers worked in the spring and early summer with APAN engineers to clarify requirements and early users, and to evaluate and design the technology to use across the TransPAC2 SONET connection to enable us to provide for the most effective use of the Internet2 DCN layer2 service.  These discussions are continuing.  There are a number of technical challenges to evaluate and solve for this to work.  Some of the tasks related to the DCN implementation are:
· In the second quarter we have narrowed the technology choices down to two and Sweeny and Tanaka each investigated them and presented a plan at the APAN meeting in August.  Tanaka tested them further in a Juniper lab Tokyo in July and Sweeny eliminated one JunOS option in August. These discussions continued in August with Tanaka, Sweeny, and Juniper meeting to discuss technical options, working toward selection of the most appropriate one. 
· Concurrently, in July-September APAN engineers are identifying first Japanese users who could fruitfully use DCN to collaborate with colleagues in the US and are working to confirm DCN capability through their region to those users.  APAN are also working to implement their own IDC (inter-domain controller, the server which communicates with domain controllers in other domains [each administrative domain e.g. Internet2, TransPAC, APAN, NYSERNET, etc each have their own IDC] to negotiate DCN characteristics and configure the path through our domain).
· The TransPAC and APAN engineers have scheduled and announced a date in October  on which the layer2-over-SONET transport will be configured and enabled across the TransPAC OC192.  When this is completed, there will be a complete layer2 path from Internet2 across TransPAC to the users of the APAN region.
· Since all of the above technology choices will require CCC on the Juniper core routers to encapsulate the layer2 frames across the SONET network between the US and Japan, and since CCC requires 802.1q vlan-ids to be less than 512 and PacWave vlan-ids are all greater than 512, we must provide vlan translation.  The current TransPAC switch cannot do this, so TransPAC worked during the 2nd and 3rd quarters with CENIC to provide vlan translation for all PacWave vlans coming to the TransPAC router in Los Angeles. TransPAC has worked with Internet2 and CENIC to provide TransPAC access to CENIC’s DCN connection in Los Angeles.
· The DCN control-plane technology will initially be simple statically-configured VLANs, with dynamic IDC controllers being added later in Los Angeles and Tokyo.
· TransPAC has requested that Internet2 designate a set of “static” vlans (dynamically configured over DCN but fixed through the TransPAC equipment) for use in the TransPAC DCN trial. When the TransPAC IDC is complete the static vlans will no longer be needed and TransPAC can dynamically allocate, assign, and program vlans as needed via the IDC. By the end of the 3rd quarter, Internet2 had not yet provided these.
Sweeny presented engineering updates on TransPAC DCN implementation progress, capabilities, and plans at the APAN meeting in August.
In March and September, Sweeny created and delivered to GRNOC engineering staff a technical overview of the TransPAC2 network to enable better support of the network from GRNOC.
Sweeny hosted an NII engineer from Japan for one week in the 3rd quarter, sharing with him insight into GRNOC processes, policies, tools, and approaches to technical problems, and discussing with him several issues of common interest including SINET future plans and options and how TransPAC2 can help SINET achieve its goals particularly with regard to collaboration with researchers in North America.
Sweeny worked in August and September with network engineers in Singapore, China, Japan, and Pakistan to test reachability to PERN through the new TransPAC-APAN-TEIN-PERN link and to refine the Pakistani routing policy so that R&E traffic between PERN and the US follows the TransPAC path. Sweeny is a member of the Supercomputing 2008 routing team and in addition to technical expertise provided on behalf of the GRNOC will provide onsite engineering support for TransPAC projects as needed in the period in preparation for the show and during SC08 staging in October and the conference in November.

A new map of the DCN global network follows.


IRNC related GENI activities

This is a new section devoted to GENI activities that have an IRNC connection.
Indiana University has been awarded a GENI grant to develop a GENI Meta Network Operations Center (GMOC).  


From the GENI Press Release: “[GMOC]. “Global Research NOC at Indiana University – GENI Meta Operations Center”. PI is Jon-Paul Herron at Indiana Univ. The scope of work on this project is to facilitate the sharing of operational and experimental information among GENI experimental components. This effort has both technical development and operational requirements. Technically, the GENI Meta Operations Center (GMOC) would require a well-defined protocol to help generalize the operational details of GENI prototypes and for the providers of prototypes to send those details to an operational data repository.

These requirements suggest a modular approach, with a generalized protocol rather than a restricted set of hardware and software that GENI prototype participants would be required to run. In other words, it would be largely up to the GENI Spiral 1 project investigators to decide what data to share and how to collect this data from their prototype infrastructure. The GMOC would provide the standardized format
for this data and the systems required to share, monitor, display, and act on this data. In addition, the GMOC could be used to help provide a repository for data collections passing into and out of GENI prototypes for the purpose of discovering and isolating prototypes that have caused problems. This might require additional instrumentation at the connection points and substrate elements between prototypes. This would be accomplished with the help of the other prototypes that are part of GENI Spiral 1. 

The GMOC will work with these other projects to develop the operational data formats, processes, and systems needed for a consistent and useful suite of GENI infrastructures. During the project, participants will investigate how a Meta Operations Center might interact with various prototype participants to accomplish operations functions.”

We expect the close interaction between the GENI project efforts described above and the ongoingTransPAC2 NOC efforts to assist the TransPAC2 NOC (and all IRNC NOCs) in developing tools to interact with and participate in the GENI activities.




Summer REU activities 
This is a new section describing the activities of the summer TransPAC2 REU.
Daniel Doyle has completed has work as a Summer REU.  He developed a very useful tool and has documented it in a report attached at the end of this document.  This tool can be found at: http://traceroute.grnoc.iu.edu/

Pakistan (and South Asia) Activities 

This is a new section describing TransPAC2 activities related to Pakistan and South Asia.
The network connection from the US to Pakistan is up and operational.  The connection became active on 14-August.  There was considerable work to be done on routing issues (see the Network Engineering section) and some of that work continues.  There plans for an official “ribbon-cutting” for the connection in October.  

In addition to the web site:  http://pakistan.indiana.edu we have prepared a “flashsheet” to handout that quickly shows the topology of the network and how to use the connection.  This handout is located at: http://tinyurl.com/4vf25g.  
George McLaughlin, the new TransPAC2 Applications Development Advocate (TP2-ADA) has been in conversation with Pakistan regarding extension of the Bio-Mirror network to Pakistan.  These discussions are ongoing.  See: http://www.bio-mirror.net/


Williams attended and presented at a series of meeting about South Asia in August in Kathmandu, Nepal.  These included the TEIN3 South Asia Feasibility Study meeting, the South Asia Network Operators Group meeting and the Internet2 South Asia Special Interest Group meeting, which he chairs.  Presentations from the SA-SIG meeting are available on the SA-SIG page at: http://southasia.indiana.edu/

In a meeting with representatives from Pakistan and the World Bank, Williams discussed extending the US-Pakistan network connection via the PERN network to Afghanistan.  This idea was well-received.  But, the problems with security in Afghanistan make immediate implementation difficult if not impossible.



 
Usage summary and performance 


This section has been expanded and moved to the last pages of the QR.

Measurement Activities

1. Attended APAN meeting in New Zealand and conducted perfSONAR workshop with Internet2 and Dante.
2. Attended the DCN workshop at the Interenet2 Joint Techs workshop in Lincoln.
3. Attended the perfSONAR and DCN development workshop in Ann Arbor.
4. Upgraded measurement machine hardware in LA.
5. John Hicks attended IRNC measurement calls.
6. Worked with KDDI engineers to upgrade perfSONAR resources in Tokyo and LA.
7. Presented perfSONAR installation guide, jointly developed with KDDI, at the APAN meeting in New Zealand.
8. Worked with AARNET to deploy perfSONAR resources.  Resources should be made public before the end on the end.
9. Attended perfSONAR development meetings.
10. Attended Supercomputing 2008 measurement team meetings.
11. Working with Internet2 DCN group to develop and deploy dynamic measurement architecture and AA infrastructure for DCN capabilities.
12. Worked with Internet2 operations manager to monitor specific prefix lists using the Peakflow SP system. 
13. Developed application Nagios monitoring for bwctld and owampd in Los Angeles.






Security events and activities

1. Hicks investigated all security incidents on the TransPAC2 network.  No major incidents to report this quarter.
2. The annual Arbor Peakflow SP maintenance contract was renewed.
3. Continued work with the REN-ISAC and Arbor Networks to automate PeakflowSP updates (topology changes). 
4. Attended Internet2 Joint techs security sessions.
5. Attended APAN meeting security sessions




Operations Events and Activities

The TransPAC2 NOC has been working on an internal network “Playbook” that documents all related process and procedures for supporting the TransPAC2 network.  This work includes a complete overhaul of the GRNOC internal documentation environment.

The GRNOC Service Desk has begun work on revising its current training environment.  The environment will be incorporated into the Indiana University “Oncourse” system, an online course application.  This will include TransPAC2 operations.
The GRNOC has begun working on a new, comprehensive Change Management process for all supported networks, including TransPAC2.

The GRNOC will begin working on a new version of our network customer notification tool.  The tool will have increased functionality, including the ability to send targeted notifications directly to affected customers. 

Collaborative discussions with the APAN NOC continue on Advanced Trouble Ticket Systems (ATTS).


TransPAC2 Business Activity, Quarter 07/01/08 through 09/30/08

TROUBLE TICKET ACTIVITY 

This report contains data from 57 Tickets.
	




		Count of Ticket-Type

	Problem/Request
	14

	Scheduled Maintenance
	35

	Unscheduled Outage
	8



	


Note:  Client unscheduled outages and scheduled maintenances are not included in the below report, which only documents TransPAC2 infrastructure related incidents.

TransPAC2 Network Operations Quarterly Report 
07/01/2008 - 09/30/2008
Top of Form
New Customers
None

Upgrades
 
None

New Services
 
None
 
Unscheduled Outages Summary
	Ticket Number
	Customer Impact
	Network Impact
	Title
	Outage Type
	Start Time (UTC)
	End Time (UTC)

	

	810
	1-Critical
	1-Critical
	TransPAC2 TOKY-TransPAC2 LOSA Circuit Outage Restored
	Circuit - Damaged Fiber
	07/10/2008 3:58 PM
	07/11/2008 5:18 AM



Unscheduled Outages Detail

	Ticket No.:
	810:62

	Subject:
	TransPAC2 TOKY-TransPAC2 LOSA Circuit Outage Restored

	Affected:
	TransPAC2 TOKY-TransPAC2 LOSA Circuit

	Start Time:
	Thursday, July 10, 2008, 3:58 PM (1558) UTC

	End Time:
	Friday, July 11, 2008, 5:18 AM (0518) UTC

	Description:
	TransPAC2 TOKY-TransPAC2 LOSA Circuit was unavailable to the community. KDDI Engineers have informed us that the outage was due to a fiber cut in Los Angeles and repair has been completed and network restored.

	
	





Scheduled Maintenances Summary
	Ticket Number
	Customer Impact
	Network Impact
	Title
	Maintenance Type
	Start Time (UTC)
	End Time (UTC)

	

	850
	3-Elevated
	2-High
	TransPAC2 TOKY-TransPAC2 LOSA Circuit Maintenance Completed
	Circuit
	09/24/2008 10:02 PM
	09/24/2008 10:41 PM


Scheduled Maintenances Detail
	Ticket No.:
	850:62

	Subject:
	TransPAC2 TOKY-TransPAC2 LOSA Circuit Maintenance Completed

	Affected:
	S050403100 Transpac2 10G (LA-Tokyo)

	Start Time:
	Wednesday, September 24, 2008, 10:02 PM (2202) UTC

	End Time:
	Wednesday, September 24, 2008, 10:41 PM (2241) UTC

	Description: 
	Circuit Provider KDDI America performed circuit maintenance during the above time frame. Maintenance has been completed.

	
	



Downtime and Availability


	TransPAC2 Core Nodes
	Down Time
	Reporting Period Availability
	65 Week Availability

	TransPAC2 T320 - LA
	0 hr 0 min
	100.00000%
	99.96831%

	6410 Ethernet Switch
	0 hr 0 min
	100.00000%
	99.99697%

	3410 Ethernet Switch
	0 hr 0 min
	100.00000%
	99.99697%

	OOB Router
	0 hr 0 min
	100.00000%
	100.00000%

	
	
	
	

	Aggregate TransPAC2 Core Nodes
	0 hr 0 min
	100.00000%
	99.99056%



	TransPAC2 Backbone Circuits
	Down Time
	Reporting Period Availability
	65 Week Availability

	TransPAC2 LOSA-JGN2 LOSA 10GigE
	0 hr 0 min
	100.00000%
	100.00000%

	TransPAC2 LOSA-Pacific Wave LOSA 10GigE
	0 hr 0 min
	100.00000%
	99.67764%

	TransPAC2 TOKY-TransPAC2 LOSA
	13 hr 59 min
	99.36670%
	98.73074%

	
	
	
	

	Aggregate All TransPAC2 Backbone Circuits
	13 hr 59 min
	99.78890%
	99.46946%




Plans for 1-October-2008 through 31-December-2008 

1. Sweeny will attend Supercomputing 2008 as a part of the SC08 Engineering Team.
2. Williams, Hicks, and Sweeny will attend the upcoming Chinese American Network Symposium (CANS) in Indianapolis in October. 
3. The DCN connection between TransPAC2 and Internet2 via PacWave in Los Angeles should be completed.
4. A trial using layer2 services from an Internet2-connected site through TransPAC2 to an APAN-connected site should have occurred.
5. Further trials of the BGP “path-hinting” proposal, including a trial with APAN, may be complete.
6. Sweeny, Williams, Peck and Hicks will attend the Internet2 Member Meeting in October and participate in TransPAC2 and RENOG-related activities there.
7. Hicks will facilitate telemedical demo between Indiana University and I2 Members Meeting in New Orleans.
8. Hicks will attend SC08 in Austin as well as participate in the SC08 measurement team.
9. The DCN IDC software will be deploy on the TransPAC2 network.
10. Williams, Sweeny and Peck will attend the NLR All-Hands Meeting in Denver, CO in October 2008.





Usage summary and performance 

Quarterly Usage Graphs


The following five graphs represent a simple breakdown of traffic behaviors on the TransPAC2 network during the third quarter of 2008. 

Figure one represents a list of peer contributions to the traffic load on the TransPAC2 network.  Most peers are through the Internet2 network.  






Figure two represents a simple breakdown of traffic by IP protocol.





Figure three represents a list of TCP application contributions to the traffic load on the TransPAC2 network


Figure four represents a list of UDP application contributions to the traffic load on the TransPAC2 network.  







Figure five represents the distribution of traffic per ASN during the reporting period. 





	




Indiana University Summer REU Program Report










Dan Doyle
“If GM had kept up with technology like the computer industry has, we would 
all be driving $25 cars that got 1000 MPG” - Bill Gates

	My name is Daniel Doyle and I am a junior in Computer Science at Indiana University. When I signed on for the Summer International Research Connections Undergraduate Internship at Wrubel Computing Center, I did not have any real experience with designing and maintaining webpages and CGI scripts, nor did I have any hands-on knowledge of how to set up and interact with databases. The things they teach you in classes only extend so far into the real world once you have a project and deadlines. What I did have, however, was a host of helpful coworkers and a drive to learn and do the best that I could.

	The outline of the project that Jim Williams gave to me was fairly straightforward – create a tool that could gather and parse relevant path data from the standard traceroute command line tool, and then make this tool accessible through a web interface. I opted to write in my scripting language of choice, Python, and utilized a multi-threaded approach where each request got its own thread of control so that many multiple requests could be handled without anything depending on or interfering with anything else. 

	The basic way that it worked was as follows – every X hours for Y days, as specified by the user when the request was made, the tool would run the traceroute command and store the results of whatever came back in a flat file, with the results of each trace being appended to the end, delimited by a newline. At the end of this time period, the tool would go through the file it had created and figure out two things. The first of these was a simple comparison, using the first as the basis, of the hops each trace took, noting where they differed or if the size differed, which would indicate a wholly different path. The second was more interesting and useful, and as such was the one that got further developed. It looked at the data and created a table that showed every hop possible taken, as well as how many times that node appeared in the data set. By examining the results of this, one could see a path trend emerge or see outlying nodes.
  
	After the basic tool had been written and debugged, it was time to create the web interface. I had done a couple of “Hello World” type things in HTML before, but that was the extent of my web coding. As such, this particular aspect of the project was both the most frustrating and the most rewarding. I originally decided to jump right into the deep end and try to implement AJAX in the interface to allow for real-time information to be represented on the page for the user. Unfortunately, starting a potentially month or year long data collection tool via AJAX proved to be impossible to the best of my understanding, as it would time out and kill the process after about ten or so minutes. Therefore, the AJAX portion of the interface was ultimately scrapped.

	What I did learn and kept from this particular mishap, though, was the Javascript I had written to validate user input before it was passed to the tool. By doing error-checking on the front-side, it was possible to alert the user immediately if there was some sort of issue with the data they had entered, rather than them waiting for the entire duration to expire and realize that nothing had actually been working. There is still some error-checking within the tool itself just in case, but the web interface was designed to catch any erroneous information.

	Furthermore, Jim felt that it would be useful to have the tool be able to email the parsed results to the user when the request finished, rather than them having to come check in on the status. This ultimately proved to be fairly easy, given Python's extensive support on MIME and SMTP libraries, though as with just about everything else on this project it was a learning experience. As of this writing, the current implementation is using the IU SMTP server to send out emails with the results as an attachment, though this is changeable through the configuration file.

	Also around this time Jim felt that there was the need to move from simple ASCII representations of data to a more aesthetically pleasing to the user. After a bit of trial and error with various applications, I settled on using GraphViz, an open source application that takes files in a particular format and generates a visual tree of them. Support in the CGI script was added for this, as well as additional support for condensing the trees – that is to say that there is only one edge from one given node to another. 

	At this point, I met with Jason Zurawski and Jeff Boote of Internet2 to see if there was some way to incorporate the data being generated by this tool into their perfSONAR utilities. They asked me to set up an SQL database and provided a schema for the data that they wanted collected and stored. Also at this point John Hicks set up a server running at IUPUI to allow the tool to run from a set location and to be accessible from the outside world instead of just running from my local machine. This ended up being a touch of serendipity as it allowed me to set up, test, and run a full production MySQL server instead of SQLite.

	The original storage schema called for storing IP addresses as a charvar, or essentially a block of text. While this was extremely human readable, it proved to be the slowest possible method of storage when it came to searching / indexing. As such, Jason suggested that I look into another way of storing it. After researching a number of message boards and SQL forums, it was decided that the optimal way was to use the built-in SQL INET_ATON to convert a standard IP address (ie, 192.168.0.1) into an unsigned integer, which would be markedly faster to search and take up less space when storing, though sacrificing human readability.

	While this worked, there was unfortunately one additional problem – it did not support IPv6 addresses. Jeff Boote suggested that to remedy this solution, we ought to create another table that mapped a simple integer key to the string representing the address and use that key in all of the other tables in place of the IP address. In this way we kept the power of searching and storing via integers, as well as maintaining human readability and IPv4 and IPv6 capabilities. As of the time of this writing, this is the current implementation of the storage.

	Jim Williams set up a meeting for me with himself and several other engineers working at WCC to gauge how the project was moving along and to offer suggestions or criticisms. At the end of this meeting, I had another couple of ideas on how to advance the project, including a login system, a periodic update system, and the ability to check on your data at any time.
	The first part of these new ideas that I chose to tackle was the ability to check the data at any given time. By supplying the same title and email address given when the request was initially made, the script would immediately parse and email the results of whatever amount of traces had been finished. This part was easy enough.

	However, once I set about creating a login system it became apparent that the “Evaluate Now” feature would be better merged into this login system. The login system is written as a CGI script entirely in Python and uses the standard username and password scheme, with these being stored in a database on the server. The passwords are stored as hashes as a measure of security. As of the current implementation, when a user logs into the system they are presented with a drop menu containing all of the files that are currently being processed under their name. By simply selecting one of these, the same effect is achieved as the original evaluation system but without the need for the user to remember titles, as well as keeping each user's trace requests separate.

	At this point, Jim set up another meeting with the software development team so that they could see how the tool was progressing as well as to make further suggestions. Aside from some minor aesthetic things and a few interface tweaks, such as adding relevant time information, the major focus of this meeting was to add functionality for the jobs to be restarted automatically in the event of a server crash or reboot. Since the purpose of this tool was to run tests potentially spanning months, this seemed like a very important idea.

	I had never attempted something like this before, so I spent a fair deal reading about the task and asking several of my coworkers for suggestions. I ultimately developed a system wherein each trace job would write out the current state it was in to a flat file uniquely associated with it after every trace it performed and before it entered the long sleep cycle until the next trace. Upon execution of the restart script, all of the state files would be read and the processes essentially restarted using that information. 

	At this point I met with Chad Kotil, a previous summer REU, to discuss sprucing up the web interface. We talked about a couple of ideas and ultimately settled on the one that is on the web page now. The interface in total went through three separate phases which I guess are somewhat indicative of the complexity of web programming as I was learning. The first was simple black text on a white background with no real organization. The second featured a basic table with some background coloring. And lastly, the third and, at least currently, final version featured full blown CSS with no tables.

	Also, an interesting utility called tcptraceroute was brought to my attention by Jim. Normally, traceroute sends out ICMP echo requests with increasing TTLs, causing a stream of undeliverable messages to be returned which indicate the path the packets are taking. Unfortunately, these types of packets often end up being blocked by firewalls and as such we end up at some point with an unfinished trace. Tcptraceroute fixes this for the most part by using TCP packets, like those used in web browsers, which are almost never blocked. As such, we are now able to build a complete picture of previously hidden nodes.

	Unfortunately, tcptraceroute does not support IPv6 addresses, so upon moving the tool to using that we ended up losing the ability to use these addresses. The fix was fairly easy, however. Now when an address is submitted it checks to see whether or not it is an IPv6 address – if it is then it reverts back to using normal traceroute, otherwise it goes forward with tcptraceroute. The authors of tcptraceroute kept its output almost entirely identical to that of normal traceroute, so the changes made to the parser were extremely minimal.

	As the summer began to wind down, I really felt like I had accomplished a lot. Prior to coming here, I had no real work dealing with CSS, databases, subprocesses, email systems, and automatic process restarts. Yet at the close of the project, I had researched, tested, and ultimately implemented them all successfully. I had also gained some valuable insight into the world of the computing business and gained an understanding for the way that things worked. All in all, I was able to produce a tool that was deemed useful, learned a lot in the process, made numerous contacts, and I was able to keep a roof over my head – a successful and enjoyable summer. 
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